
















































• For further accurate detection performance, we introduce two additional self-

supervised learning pretext tasks to the discriminator in GIAD and transform it

into a multi-task learning framework (GIAD-MT). One of the additional tasks

is to learn feature representations from predicting the rotation degree of input

images, while the another is to detect pseudo anomalies created by cutting im-

age patches and pasting them on normal images. Through multi-task learning

with the these tasks, we can obtain more accurate localization in the attention to

calculate the anomaly score for each test image.

1.4 Thesis Organization

The rest of this thesis is organized as follows. In Chapter 2, we first introduce two

GAN-based anomaly detection methods with encoder-decoder architectures. Then, we

describe the experimental evaluation of the two methods on two human monitoring

datasets. In Chapter 3, we follow [16, 79] and focus on tackling different types of

anomalies in human monitoring. We present the problems of current methods in de-

tecting these anomalies, propose a generative inpainting-based approach GIAD, and

conduct experiments to compare our method with several relative baselines. In Chap-

ter 4, we review the wrongly detected cases by GIAD and conclude the reasons for

them. Then, we propose a multi-task learning approach GIAD-MT for further accu-

rate detection in human monitoring. In Chapter 5, we conclude the thesis and discuss

future work.

7



Chapter 2

Experimental Evaluation of

GAN-Based One-Class Anomaly

Detection on Office Monitoring

2.1 Overview

Monitoring an office environment, especially the humans inside, represents an interest-

ing problem for intelligent systems from both scientific and industrial viewpoints. Re-

cently Generative Adversarial Networks (GAN) [23], which are deep neural networks

capable of learning the probabilistic distribution of the given, originally unlabeled, ex-

amples, have shown impressive results in detecting new anomalies from images. For

instance, Lawson et al. report that the false positive rate of 4.72% achieved with their

previous method [36] dropped to 0.42% with their GAN-based method in an anomaly

detection problem by their patrolbot [35].

We have been working on office monitoring including humans inside with au-
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tonomous mobile robots, e.g., skeleton clustering [11], facial expression clustering

[32], and fatigue detection [10]. Recently our interests are focused on one-class anomaly

detection [16, 17, 24], though these works adopt non-GAN-based approaches. Moti-

vated to incorporate the impressive, recent progress of GAN-based methods, we test

two most relevant methods, which we will explain in Section 2.2, on our robotic and

VCR datasets. The rest of this chapter is organized as follows. Section 2.2 summa-

rizes the related work of GAN-based one-class anomaly detection and several methods

with robots. Section 2.3 presents the details of two tested GAN-based methods includ-

ing network architectures, loss functions, and the calculation of anomaly score. We

evaluate the two methods in Section 2.4 and draw a conclusion in Section 2.5.

2.2 Related Work

Recently GAN-based one-class anomaly detection has attracted considerable attention

of the machine learning community. Schlegl et al. [65] proposed AnoGAN to detect

anomalies on Optical Coherence Tomography (OCT) data. They assumed that the

trained latent space represents the true distribution of the training data. However, their

method is time-consuming in finding a latent vector that corresponds to an image that

is visually most similar to a given query image [1] in the test stage. To cope with

the shortcoming that the parameters need to be updated in the test stage of AnoGAN,

Zenati et al. proposed an anomaly detection method [78] that is efficient at test time

by leveraging BiGAN [12], which simultaneously learns an encoder with a decoder

and a discriminator during training. It can avoid the computationally expensive pro-

cess during the test stage. Sabokrou et al. proposed a framework for one-class novelty

detection which consists of a reconstructor and a discriminator [61]. They added noise

to the original normal images to train the reconstructor network to make it more robust
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and employed the discriminator as a detector to classify whether the input is abnormal.

A deep generative model trained on a single class cannot generate images belonging to

other classes. Perera et al. focused on this problem and proposed OCGAN for novelty

detection [56]. They restricted the boundary of the latent space and used a latent dis-

criminator and a visual discriminator to ensure the images generated from any latent

vector belong to the same class. Different from the traditional GAN-based encoder-

decoder approaches, Akcay et al. [1] employed an encoder-decoder-encoder structure

to capture the two latent vectors which show significant differences with an abnormal

image. The added encoder aids learning the data distribution for the normal images.

We adopt their GANomaly [1] for evaluation in our experiments as we consider it a

relevant cutting-edge method.

We have witnessed a number of developments and applications of autonomous mo-

bile robots in anomaly detection. Chakravarty et al. [5] used modified sparse and dense

stereo algorithms to detect anomalies that were never shown during the training stage

for a patrolbot. Lawson et al. [36] proposed a method with clustering normal features

from CNNs in a fixed path with a patrolbot. Abnormal features would produce large

distances to these clusters. Later, they extended their work in [35] to find anomalies

with an autoencoder-decoder GAN, which achieved much better performance as we

stated in the previous section. We extend their method by replacing their autoencoder

with a more sophisticated encoder [55], and call the extended method FA-GAN in this

Chapter. We also use FA-GAN in our experiments.

The robotic data and the VCR data we use in our experiments have been introduced

in our previous work on detecting anomalous image regions with deep captioning [24].

In the work, our anomaly detector represents each salient region with its image, cap-

tion, and position features and uses an incremental clustering method [81] to detect

anomalies with these features. The point is to exploit another dataset used in training
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a combination of Convolutional Neural Network (CNN) [34] and Long Short-Term

Memory (LSTM) [25] through deep captioning [28]. We will explain the details of

our datasets in Section 2.4.2. Since the method [24] uses deep captioning and con-

ducts evaluation on image region level, we leave its comparison with GANomaly and

FA-GAN for our future work.

2.3 Tested Methods

2.3.1 FA-GAN

Lawson et al. use the DCGAN approach [57], adopting an architecture that is sim-

ilar to what was proposed in Context Encoders [55]. Unlike DCGAN, they use an

autoencoder-style structure. Considering the more complex nature of our office moni-

toring problem, we replace their autoencoder with a more sophisticated network which

was proposed in [55], as we explained in the previous Section. It results that FA-GAN

has an encoder-decoder architecture, which is shown in Figure 2.1 (a). The encoder

GE is composed of convolution layers and batch-normalization layers with LeakyReLU

activation function. The decoder GD adopts the structure of DCGAN [57] with decon-

volutional layers to generate images from a latent vector. The discriminator D has a

similar structure to GE and uses Sigmoid function to output whether the input is real

or generated.

Given a training set Dtra = f(I1;y1); : : : ;(In;yn)g, which consists of n normal im-

ages 1, the generator G first reads an input image Ii, i 2 f1;2; :::;ng, as the input to

its encoder GE to downscale Ii by compressing it to a k dimensional latent vector

zi = GE(Ii). Then the decoder GD tries to reconstruct zi to an image I0i. Unless other-

1In a one-class setting, yi = 0 represents the label for all the images in the training set.
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(a) Architecture of FA-GAN (b) Architecture of GANomaly [1]

Figure 2.1: Architectures of FA-GAN (the left one) and GANomaly (the right one).

FA-GAN has an encoder-decoder structure while GANomaly has an encoder-decoder-

encoder structure. The details of the two architectures can be found in Appendix A.

wise stated, we omit the subscripts i later, e.g., I is used to represent an image in the

training set Dtra. To reconstruct an image I0 from the latent vector z, FA-GAN adopts

‘1-loss between I and I0 to obtain less blurry results than ‘2-loss [27], which is defined

as

Lrec = EI�pI;I0�pI0



I� I0




1 = EI�pI



I�G(I)




1 ; (2.1)

where Ex�p[x] represents the expectation of x with respect to distribution p. To max-

imize the capability of reconstructing an image, FA-GAN also uses the adversarial

training [23], where the discriminator D and the generator G play the following two-

player minimax game with value function V (G;D):

min
G

max
D

V (D;G) = EI�pI [logD(I)]+EI0�pI0
[1� logD

�
I0
�
] : (2.2)

In the test stage, the generator G produces the latent vectors of z and ẑ from the

original input image and its corresponding generated image through the encoder GE in

the network, respectively. Note that the encoder in the red dashed rectangle is not used
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during the training stage. It is just a copy of the former one after training. Therefore,

in the test stage, ẑ = GE(Î). Finally, a test image can be determined as normal or

abnormal by comparing its anomaly score A with a user-given threshold f. If A > f

then the image is predicted as anomalous, otherwise normal.

2.3.2 GANomaly

GANomaly [1] has a similar architecture to FA-GAN. It also uses an encoder-decoder

generator in which the k dimensional latent vector z of the original input is obtained

by GE(I) = z. The difference is that there is one more encoder E to produce ẑ after

the generated image as shown in Figure 2.1 (b). The parameters of the additional

encoder E are also optimized during the training stage. After the second encoder E,

the generated image is downscaled to a latent vector ẑ = E(Î), which has the same

dimensions as z.

The loss function LGANomaly of GANomaly for the generator G and the additional

encoder E consists of an adversarial loss Ladv, a contextual loss Lcon, and an encoder

loss Lenc as in Eq. (2.3), where wadv, wcon, and wenc represent hyperparameters to

allocate importance to the three losses for the overall loss function LGANomaly. In-

stead of minimizing Eq. (2.2) to optimize the generator G, GANomaly adopts feature

mapping [62], to reduce the instability of GAN training. It computes the ‘2 distance

between the feature representation of the original image I and the generated image I0,

respectively. f (I) is a function that outputs an intermediate layer of the discriminator

given an input image I [1, 62]. Moreover, GANomaly employs an additional encoder

loss Lenc to minimize the distance between the bottleneck features z and the encoded
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features ẑ, which is shown in Eq. (2.6).

LGANomaly = wadvLadv + wconLcon + wencLenc; (2.3)

Ladv = EI�pI



 f (I)� f (G(I))




2 ; (2.4)

Lcon = EI�pI



I�G(I)




1 ; (2.5)

Lenc = Ez�pz ;ẑ�pẑ kz� ẑk2 = EI�pI



GE(I)�E(G(I))




2 : (2.6)

The objective of the discriminator in GANomaly during the training stage is to maxi-

mize the function shown in Eq. (2.2), which is same as the vanilla GAN.

2.3.3 Anomaly Score Calculation

After training FA-GAN and GANomaly with only normal images, both the two meth-

ods compute the anomaly score for a test image by using ‘2 distance [1, 35]. During

the test stage, assume a test set Dtst = f(I�1;y�1); : : : ;(I�m;y�m)g, where y�j is the given

label to a test image I�j , and j 2 f1;2; : : : ;mg. Dtst contains both normal and abnormal

images y�j 2 f0;1g. Here, 1 represents the class label of abnormal images. Therefore,

for a test image I�j , its anomaly score A j is defined as the ‘2 distance between the latent

vectors z�j and ẑ�j , which are corresponding to I�j and its generated image I�0j .

A j =



z�j � ẑ�j


2

: (2.7)

Assume a set S =
�

A1;A2; : : : ;A j
	

, following [1], we then apply normalization

operation, which is shown in Eq. (2.8), to S for scaling the scores to [0;1].

A j =
A j�min(S)

max(S)�min(S)
: (2.8)
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Figure 2.6: True positive examples with GANomaly in the Robotic dataset. The exam-

ple in the top row is from the Robotic dataset, while the bottom one is from the VCR

dataset. (a) Original input. (b) Generated image with z by FA-GAN. (c) Generated

image with ẑ by FA-GAN. (d) Generated image with z by GANomaly. (e) Generated

image with ẑ by GANomaly.

rectangles show the visual difference between (b) and (c), (d) and (e), which indicate

the large distance between z and ẑ.

On the Robotic dataset, we see from Table 2.2 that FA-GAN made no mistake while

GANomaly 18 false positives. Since the 18 examples look all similar, we pick one of

them and show it in Figure 2.7 (a). The anomaly scores A are 0.968 in GANomaly and

0.506 in FA-GAN. We also show the generated images by z and ẑ with both methods

in Figure 2.7 (b)–(e) to find which parts in the image contribute its large anomaly score

and see that the red rectangle region in Figure 2.7 (e) accounts for the large score in

GANomaly.

We also pick an example which is similar to Figure 2.7 (a) but correctly classified

by both methods and show it in Figure 2.8 (a). The anomaly scores are 0.266 and 0.106

for FA-GAN and GANomaly, respectively. We see from Figure 2.8 (b), (c) and (d), (e)
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Figure 2.7: One of the FP examples with GANomaly in the Robotic dataset. See the

captions of Figure 2.6 for (a)–(e).

Figure 2.8: One of the correctly detected examples by the two methods in the Robotic

dataset. See the captions of Figure 2.6 for (a)–(e).

that z and ẑ are similar in both methods.

Further inspection revealed that no similar image to Figure 2.7 (a) exists in the

training set while all other images in the test set have similar images in the training set.

These analyses show the higher generalization capability of FA-GAN to GANomaly

for this dataset. To justify our claim, we added random noise to the 18 FP examples

to generate 72 additional examples and added them in the training set. We trained

GANomaly on this dataset and obtained a perfect result, i.e., no mistake committed

and hence AUC = 1.0.

On the VCR dataset, we see from Table 2.2 that there are only 4 FN examples

with GANomaly but 19 FN examples and 21 FP examples with FA-GAN. This dataset

was recorded in one corner by the VCR, so the intuitive complexity of the dataset is
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Figure 3.6: Examples of the anomalies in the Robotic+ (top row) and HAM (bot-

tom row) datasets. Our method successfully detects these examples. (a) Original in-

puts. (b)-(e) are reconstructed images by FA-GAN, GANomaly, skip-GANomaly, and

RIAD, respectively. (f) Attention maps. (g) The positions with the highest activation

scores (marked as blue dots) and the nearest regions (marked as red rectangles). (h)

The inpainting results from the images obtained by masking the regions in (g).

our method but overlooked by other baselines except FSTAD. Note that in the train-

ing stage, we observe the man is working at his computer in such an environment

and playing his cellphone in a different environment (a resting area). Compared with

other samples in this scenario, playing a cellphone only occupies a small area (about

30� 30 pixels), which can be seen as a small abnormal action in this environment.

We see that FA-GAN and GANomaly can reconstruct the background well but fail in

the area of the man holding a cellphone. The two methods make wrong predictions

because the high-level features in CNNs tend to neglect details of small regions [45].

For skip-GANomaly, due to its use of U-net structure, the output can combine the

low-level features of the input for better reconstruction, which results in false negative

predictions. The result of RIAD is blurry due to its use of ‘2-loss and the smoothing

operation, which results in a relatively low anomaly score. This example is also over-

looked by AIRD because it assumes that each region is independent and cannot detect
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(a) An example from Robotic+ (b) An example from HAM

Figure 3.7: False negative examples with our method in the Robotic+ (top row) and

the HAM datasets (bottom row). The leftmost image in (a) is the input, and the middle

one is the attention map. The rightmost image in (a) shows the position with the

highest activation score (marked as a blue dot), the nearest region (marked as a green

rectangle), and an anomalous region (marked as a red rectangle).

such combinations. Our method obtains the position with the highest activation score,

which is marked as a blue dot in (f), and the red rectangle, which is the nearest region

to the blue dot and is used to compute the center of the Gaussian weight.

We also show another abnormal example in the HAM dataset detected by our

method in the bottom row in Figure 3.6. The woman touches the basketball and she

never did it in the training set. Although the reconstructed images by FA-GAN and

GANomaly look blurry, the anomaly scores of these images are much smaller than

those of the abnormal samples. That is because they calculate the anomaly score of

the latent vectors. Small changes at latent vectors may not yield a large anomaly score

in the two methods, but they can produce significant visual differences. The evidence

can be also found in [13].

Figure 3.7 shows abnormal examples in the two datasets, which are overlooked by

our method. When predicting these examples, the attention maps provide wrong posi-

tions, which mislead the Gaussian weighting function. Thus, although the anomalous

regions (marked as red rectangles) are assigned relatively high anomaly scores in the

two examples, the weights of the two regions are small, which makes the final anomaly
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score of these examples much smaller than other abnormal examples.

Previous methods [35, 61, 76] usually detect small anomalies in real-world scenar-

ios by splitting an image into many patches with a sliding window. To see whether our

approach still outperforms the three GAN-based baselines which use such a setting,

we explore two different sizes of the sliding window for them. Note that these sliding

windows are larger enough to cover the combinations of objects in images. Table 3.3

shows the results of the three GAN-based baselines. We see that although the three

GAN-based baselines have different degrees of improvement on AUC scores with the

sliding windows, our method still outperforms them. The reason lies in the fact that

although the size of the sliding window increases, there is still no relation between

patches available. For example, they still cannot detect the examples in Figure 3.6.

3.4 Summary

In this Chapter, we proposed a generative-inpainting-based model to better detect both

single-region anomalies and anomalous combinations in human monitoring tasks. By

utilizing inpainting, the model is capable of making use of contextual information of

known areas in each salient region to reconstruct the missing parts. Moreover, we

explore an attention-based Gaussian weighting anomaly score to allocate different im-

portance weights for salient regions according to the attention map from the discrimi-

nator to obtain the final anomaly score. Experiments on two real-world robotic datasets

show the superiority of our proposed method compared with other baselines in terms

of detecting unseen anomalies or small anomalies, as well as anomalous combinations.
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Chapter 4

GIAD-MT: Detecting Anomalies in

Human Monitoring Based on

Generative Inpainting via

Self-Supervised Multi-Task Learning

4.1 Overview

In the last Chapter, based on inpainting techniques [55, 74, 75] and Generative Ad-

versarial Networks (GANs) [23], we proposed GIAD to better detect various types

of anomalies in human monitoring. Experiments show the effectiveness of our pro-

posed method GIAD on two real-world human monitoring datasets compared with

other baselines. At the end of the experiments, we showed several typical false neg-

ative cases of GIAD and concluded the reason for them. We found that training the

discriminator adversarially only cannot always obtain good feature representations for
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attention maps, which produced a wrong Gaussian center for the weighting function.

Multi-task learning is a way to improve generalization by pooling the examples

arising out of several tasks [4, 22]. It is a learning paradigm by which we can en-

able our model to generalize better through sharing representations between designed

tasks [83, 84]. Recent research [18, 19, 43, 70] has demonstrated the effectiveness of

multi-task learning in solving various target problems. In the research of anomaly de-

tection, for example, Gibert et al. proposed a multi-task learning framework in a super-

vised manner, while such a setting cannot be satisfied in one-class anomaly detection,

for railway track inspection [19] and achieved better performance than learning each

task separately. Georgescu et al. devised an object-centric approach comprising a 3D

convolutional neural network that jointly learns the four proxy tasks [18] and detected

anomalies on sequences data. They showed that better anomaly detection results can

be achieved as they gradually added more tasks for training their framework. However,

they utilize a pre-trained detector [60] to detect possible objects in each frame. During

the training and testing of their method, the objects contained within each frame are

independent of each other, which cannot capture the relations in our human monitoring

task.

Thus, to further better detect anomalies in human monitoring, we propose a Gen-

erative Inpainting-based Anomaly Detection method via self-supervised Multi-Task

learning (GIAD-MT). In summary, compared with GIAD proposed in Chapter 3, the

contributions of this Chapter are as follows:

– We propose a multi-task generative-inpainting adversarial network (GIAD-

MT), in which the discriminator is designed to solve three tasks in the train-

ing stage without any manual labels.

– Benefiting from multi-task learning, our attention map is aggregated by
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backpropagating the scores from two specific tasks, which can produce

more accurate attention maps for calculating the anomaly score for each

test image.

– We show that our proposed method GIAD-MT outperforms all baselines,

as well as its preliminary version GIAD, on two real-world datasets, which

contain not only single-region anomalies but also anomalous combinations,

in terms of several evaluation metrics.

– We conduct several additional ablation studies and demonstrate the effec-

tiveness of each task in contributing to the final anomaly scores for test

images.

4.2 Our Method: GIAD-MT

4.2.1 Problem Formulation

Suppose we have a training set Dtra = f(Ii;yi)gn
i=1 and a test set Dtst = f(I�j ;y�j)gm

j=1,

Dtra\Dtst = /0, where (Ii;yi) and (I�j ;y�j) are pairs of an input image and corresponding

label, n and m are the number of images in Dtra and Dtst. More specifically, yi = 0 and

y�j 2 f0;1g for Dtra and Dtst, respectively, where 0 and 1 represent the class labels for

normal and abnormal images. In a one-class anomaly detection problem, the target

is to train a model with only normal images in Dtra and then detect abnormal images

in Dtst. For simplicity, we omit the subscripts i and j later wherever it will not cause

confusion, e.g., I and I� are used to represent an image in the training set and the

test set, respectively. As stated in Section 3.2.1, in this Chapter, we also consider to

detect three kinds of anomalies in human monitoring, which are single-region [16,24],

background-region [79], and dual-region anomalies [16, 79].
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Figure 4.1: Architecture of our method GIAD-MT. Top left: the generative inpainting

network with a multi-task discriminator. Bottom right: Gaussian local region weight-

ing from an attention map. The details of the architectures can be found in Appendix

A.

4.2.2 Overview

Our network architecture is shown in Figure 4.1. It is composed of an inpainting gen-

erator G and a multi-task discriminator D. The structure and procedure of G are iden-

tical to GIAD proposed in Chapter 3. Compared with its previous single-task version

GIAD [14], where the discriminator only tackles the adversarial task, the discriminator

in GIAD-MT has two additional tasks.

A typical discriminator in GAN is trained to distinguish real inputs from fake in-

puts produced by the generator G. In GIAD-MT, assume that fq is a backbone network

in the discriminator D for feature extraction, and aw is a projection head, which is com-

posed of two convolutional layers, used to predict the inputs as real or fake. The output
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of D in vanilla GAN can be represented as Dadv (I), where Dadv (I) = aw

�
fq (I)

�
. For

a better feature representation, we add two augmentation pretext tasks, which are ro-

tation degree prediction [20] and pseudo anomaly detection [37], for the discriminator

D. Thus, there are two extra branches, which are two parallel covolutional layers ry

and pf after the backbone fq, for the additional tasks. The discriminator D is optimized

by the standard adversarial training and the following two tasks jointly.

– Rotation degree prediction [20] learns a deep representation by predicting

the degree of rotation augmentations. We define Rot(I;yr) as rotating an

image I 90yr degrees, where yr 2 f0;1;2;3g is the rotation label.

– Pseudo anomaly detection firstly generates fake abnormal data with Cut-

Paste [37], which cuts an image patch and pastes it at a random location

in the image. Then, it tackles a task of learning a deep representation by

classifying normal data and pseudo anomalies. Function PA(I;yp) repre-

sents whether we use such an augmentation for the raw image I according

to the value of label yp during the training stage. If and only if yp = 1, we

augment I with CutPaste.

4.2.3 Hinge Loss for Adversarial Training

As discussed in Section 3.2.4, for stable GAN training, we adopted hinge loss instead

of the traditional GAN loss which is defined as

min
G

max
D

V (D;G) = EI�pI [logDadv (I)]+EI00�pI00
[1� logDadv

�
I00
�
] : (4.1)

Different from the adversarial training with hinge loss in GIAD, which is composed of

global and local discriminators, the loss for GIAD-MT is calculated on the adversarial
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branch in the multi-task discriminator D and the inpainting network G.

LDadv = EI�pI

�
min(0;�1 + Dadv(I))

�
+EI00�pI00

�
min(0;�1�Dadv(I00))

�
(4.2)

LGadv =�EI00�pI00
[Dadv(I00)] ; (4.3)

4.2.4 Additional Pretext Task Losses

For the rotation prediction task, let PDrot be the discriminator’s predictive distribution

over the angles 90yr of rotation of image I, the training loss of the rotation prediction

task is given as follows

Lrot =�EI;yr�prot

h
logPDrot

�
yr j Rot(I;yr)

�i
=�EI;yr�prot

�
yr log

�
Drot

�
Rot(I;yr)

���
;

(4.4)

where prot is the distribution of the rotation augmentation data, and Drot (�) = ry

�
fq (�)

�
.

Similarly, the loss for the pseudo anomaly detection task is

Lpa =�EI;yp�ppa

h
logPDpa

�
yp j PA(I;yp)

�i
=�EI;yp�ppa

�
yp log

�
Dpa
�
PA(I;yp)

���
;

(4.5)

where ppa represents the distribution of the pseudo anomaly augmentation data, PDpa is

the predictive distribution over the normal and pseudo-abnormal images, and Dpa (�) =

pf

�
fq (�)

�
.
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4.2.5 Objective Loss

Since the procedure of the generator G in GIAD-MT is same as that in GIAD, we

also utilize the pixel-wise local and global similarity loss Lsim shown in Eq (3.5) in

this Chapter. Besides, we combine adversarial losses LDadv and LGadv in Eq (4.2) and

Eq (4.3), respectively, rotation loss Lrot in Eq (4.4), and pseudo anomaly loss Lpa in

Eq (4.5) to train the generator G and the discriminator D. Different from previous

GANs with multi-task discriminators [7, 82], where both the generator and discrimi-

nator are optimized by multiple tasks, the two additional tasks are only used for opti-

mizing the discriminator D in GIAD-MT. The first reason is that the generator G can

already produce high quality inpainting results with the adversarial loss LGadv and the

similarity loss Lsim only according to our previous work GIAD [14]. The second rea-

son is that our target is to build a robust discriminator D, which can obtain a good

feature representation of the inputs, for our downstream anomaly detection task. Thus,

the objective loss of the generator G is

LG = Lsim +LGadv; (4.6)

while the loss of the discriminator D is

LD = LDadv +Lrot +Lpa: (4.7)

4.2.6 Attention Map Generation from Multi Branches

In Chapter 3, based on Grad-CAM [66], we generate our attention map H as the ba-

sic to calculate the anomaly score for each image. The attention map is obtained by

backpropagating gradients in the global discriminator. In this Chapter, we also use
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the attention map Ha generated from the adversarial branch. More specifically, Ha is

defined as

Ha = ReLU

 
c

å
i=1

d
a
i Fi

!

= ReLU

0B@ c

å
i=1

0@ 1
hw

h

å
m=1

w

å
n=1
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¶Fmn
i

!1AFi

1CA
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1
hw
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c

å
i=1

h

å
m=1

w

å
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¶Dadv (I�)
¶Fmn

i
Fi

!
;

(4.8)

where F = fq(I�) 2 Rc�h�w and Fi is the ith layer feature matrix of F. d
p
i represents a

neuron importance weight and ReLU(�) is an element-wise ReLU operation.

Besides Ha, we also generated an attention map Hp from the pseudo anomaly

detection branch, which is defined as

Hp = ReLU
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¶Fmn
i
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(4.9)

Note that we only compute the gradients of the score for the output at yp = 1, which

represents that the score Dpa (I�)yp=1 for predicting the input is abnormal. The reason

is that we only need to pay more attention to which part in image I� is most abnormal.

Then, we obtain the final attention map H by aggregating Ha and Hp with the
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arithmetic mean operation. Thus, our overall attention map is

H =
Hp + Ha

2
: (4.10)

After obtaining H, the anomaly score for each test image I� can be calculated by

attention-based Gaussian weighting function which is proposed in Section 3.2.6.2.

4.3 Experiments

4.3.1 Datasets and Experimental Setup

To evaluate our proposed method GIAD-MT, we conduct experiments on two human

monitoring datasets which are Robotic+ dataset and HAM dataset introduced in the

last Chapter. Following [16,24,79], we use a pre-trained Densecap [28] as the saliency

region extractor and set k = 10 as the number of detected regions for each image. We

will investigate the parameter dependency of GIAD-MT on k. We optimize LG and LD

by Adam [31] with an initial learning rate 2�10�3, b1 = 0:5, and b2 = 0:999, which

are common settings used in previous works [1, 2, 49]. The hyperparameter a in the

Lmix loss function was set to 0:85, which is the same setting in [21,85]. We also adopt

Spectral Normalization [49] for further stable training. We implemented our approach

using the Pytorch1 framework and Python on Ubuntu 20.04 equipped with an 24GB

memory NVIDIA TITAN RTX GPU and an i9-7900X CPU.

We compare our approach GIAD-MT with various methods, including a variant of

Lawson’s work [35] named FA-GAN [13], GANomaly [1]2, skip-GANomaly [2]3, and

GIAD proposed in Chapter 3. CutPaste was first proposed in [37] to solve one-class
1https://pytorch.org/
2https://github.com/samet-akcay/ganomaly
3https://github.com/samet-akcay/skip-ganomaly
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classification problem by building a classifier on learned representations to distinguish

data with anomalous patterns from normal ones. Thus, we take CutPaste [37]1 as one of

our baselines. We also compare a state-of-the-art inpainting-based anomaly detection

approach RIAD [77]2. All the inputs are resized to 256�256 during the training stage.

Moreover, we adopt two region-based approaches as our baselines, which are named

AIRD [24] (Anomalous Image Region Detection) and FSTAD [16] (Fast-and-Slow-

Thinking Anomaly Detection) here. For the last two methods, an anomalous image

is defined as an image which contains at least one anomalous region [16]. For the

baseline methods, we keep the hyperparameter values as suggested in their original

reports.

4.3.2 Results and Analysis

As shown in Figure 4.2, we first examine the performance of our proposed method

by comparing the baselines through ROC curves and AUC scores. The AUC scores

of our previous method GIAD are 0.978 and 0.927 on the two datasets, which corre-

spond to 0:045� 0:173 and 0:016� 0:153 improvements over the baseline methods,

respectively. After extending GIAD to GIAD-MT with our multi-task discriminator,

we achieved better results. More specifically, we obtained 0.011 and 0.026 improve-

ments on the two datasets compared with GIAD, respectively. This fact demonstrates

the effectiveness of our multi-task learning that we used in GIAD-MT.

Table 4.1 shows the numbers of the false negative (FN) and the false positive (FP)

samples, as well as results in terms of several evaluation metrics. The statistics are

obtained under the methods’ best performance settings. We can see that our method

GIAD-MT can further suppress the numbers of both false negatives and false positives

1https://github.com/Runinho/pytorch-cutpaste
2https://github.com/plutoyuxie/Reconstruction-by-inpainting-for-visual-anomaly-detection
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Figure 4.2: ROC curve and AUC on the two datasets.

(a) (b) (c) (d) (e) (f) (g) (h)

Figure 4.3: Examples of the anomalies in the Robotic+ (top row) and HAM (bot-

tom row) datasets. Our method successfully detects these examples. (a) Original in-

puts. (b)-(e) are reconstructed images by FA-GAN, GANomaly, skip-GANomaly, and

RIAD, respectively. (f) Attention maps. (g) The positions with the highest activation

scores (marked as blue dots) and the nearest regions (marked as red rectangles). (h)

The inpainting results from the images obtained by masking the regions in (g). (f)-(h)

are from our method GIAD-MT.
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on the two datasets.

Take an abnormal image on the top row in Figure 4.3 as an example. It was cor-

rectly detected by our method but overlooked by other baselines except for FSTAD.

Note that in the training stage, we observe the man working at his computer in such an

environment and playing with a cellphone in a different environment (a resting area).

We see that FA-GAN and GANomaly can reconstruct the background well but fail

for the example of the man playing with a cellphone. The two methods make wrong

predictions because the latent vectors, which are high-level features in CNNs, of the

original and generated images do not tend to reflect details of this action. Thus, the

anomaly scores of this example for the two methods are quite small. The generated im-

ages and the raw images are quite similar in skip-GANomaly, which results in a small

anomaly score. The generated image of RIAD is shown in (e) and tends to be blurry

due to its use of ‘2-loss and the smoothing operation which intends to neglect small

regions that result from poor reconstruction of nonanomalous objects or background

noise. However, it can also lead to overlooking the phone in the man’s hand, which is

one of the main parts to determine this abnormal image.

Figure 4.4 shows the AUC scores of our method GIAD-MT with different numbers

k of salient regions on the two datasets. We can see that the AUC scores are relatively

low when the number of salient regions is small. The first reason is that the inpainting

network is not well trained with only few regions in each image. The second reason

is that many anomalous regions are overlooked. As the number of regions increases,

the AUC score also increases and then becomes almost stable. From the figure, we see

that the results are not too sensitive to the number of the regions as long as it is 8, 10,

..., or 18, which justifies our initial choice of k = 10.

Previous methods [35, 61, 76] typically improve the detection performance in real-

world scenarios by splitting an image into many patches with a sliding window. To
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